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The need to identify a few important variables that affect a certain outcome of interest commonly arises
in various industrial engineering applications. The genetic algorithm (GA) appears to be a natural tool
for solving such a problem. In this article we first demonstrate that the GA is actually not a particularly
effective variable selection tool, and then propose a very simple modification. Our idea is to run a number
of GAs in parallel without allowing each GA to fully converge, and to consolidate the information from
all the individual GAs in the end. We call the resulting algorithm the parallel genetic algorithm (PGA).
Using a number of both simulated and real examples, we show that the PGA is an interesting as well as
highly competitive and easy-to-use variable selection tool.
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1. INTRODUCTION

In many industrial applications, engineers are interested in
identifying the most important factors that affect a certain out-
come of interest, y. In Section 4.4 we describe an example in
which engineers are interested in determining how the differ-
ent input bits affect the conversion error in a digital-to-analog
converter (Filliben and Li 1997). Let C = {x1, x2, . . . , xp} be the
set containing a total of p possible factors, which are composed
of functions of variables, such as main effects and interaction
terms. To understand how the outcome y is affected by these
factors, a common approach is to collect a number of observa-
tions, say n, and build a multiple regression model,

yi = β0 +
p∑

j=1

βjxij + εi, i = 1,2, . . . ,n. (1)

When p is large, the model (1) can become rather difficult to
interpret. Moreover, it is often the case that only a small num-
ber of factors actually affect the outcome. Under such circum-
stances, it is often desirable to work with a subset of C.

Let � be the collection of all subsets of C, for example, ω =
{x1, x4, x5} ∈ �. Note that ω can be coded as a binary string
of length p; for example, ω = {x1, x4, x5} is the same as writing
ω = (1,0,0,1,1,0, . . . ,0). In this case � can be considered the
space of all possible such binary strings. The goal of variable
selection is to find, in some sense, the “best” ω ∈ �.

Finding the “best” ω ∈ � is a typical combinatorial opti-
mization problem. There are altogether 2p −1 nontrivial subsets
of C. When p = 100, we get 2100 − 1 ≈ 1030. Stepwise proce-
dures such as forward selection and backward elimination can
be used, but these are greedy methods that can be easily trapped
at a local suboptimum. After studying the performances of these
stepwise procedures, Miller (2002, sec. 3.13) explicitly recom-
mended carrying out an exhaustive search whenever feasible.
Some clever algorithms are available to reduce the amount of

computation needed for an exhaustive search. One such well-
known algorithm is the branch and bound algorithm. Furnival
and Wilson (1974) and Miller (2002, sec. 3.8) discussed the
application of the branch and bound algorithm to the variable
selection problem. However, even the branch and bound algo-
rithm becomes too expensive for truly large p (e.g., p > 30).

To find the “best” subset, we need a working definition of
what we mean by the “best.” This definition has remained
highly controversial; common choices include the Akaike in-
formation criterion (AIC) (Akaike 1973), the Bayesian infor-
mation criterion (BIC) (Schwarz 1978), and the Cp (Mallows
1973), among other alternatives. It is well known (e.g., Kou
and Efron 2002) that a solution that is “best” for one criterion
(e.g., the AIC) is generally not “best” for a different criterion
(e.g., the BIC). In particular, the AIC tends to select more vari-
ables than is necessary, whereas the BIC tends to select fewer
variables. As such, in evaluating the ultimate performance of a
variable selection procedure, we will not be asking whether the
AIC or the BIC has been optimized. Instead, we focus on the
question of whether the correct variables have been selected.

1.1 The Genetic Algorithm

An interesting heuristic search algorithm well suited for the
combinatorial optimization problem is the genetic algorithm
(GA) (e.g., Goldberg 1989). Although GA is not widely known
among statisticians, it has garnered some interest in this com-
munity. Chatterjee, Laudato, and Lynch (1996) gave an intro-
ductory review and showed how the GA can be applied to a
number of classical problems in statistics.
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Table 1. An Illustration of Selection

1 2 3 4 5 · · · p Score

ω1 1 1 0 0 0 · · · 0 s1
.
.
.

.

.

.
.
.
.

ωi 0 0 1 1 1 · · · 1 F�⇒ si
ωi+1 1 0 0 1 0 · · · 0 si+1
.
.
.

.

.

.
.
.
.

ωm 0 1 0 0 0 · · · 1 sm

The optimization strategy used by the GA is very simple.
Start with a number of randomly generated candidates (the ini-
tial population). Using the Darwinian principle of “the survival
of the fittest,” the weaker (less optimal) candidates are gradu-
ally eliminated and the stronger ones are allowed to survive and
generate offspring. This goes on for a number of generations
until, in the end, good solutions are produced.

In a typical setting, each individual ω is represented by a
binary string, say of length p, which is treated as the genetic
code (DNA) of ω; each position can be regarded as a single
gene. Starting with a randomly generated population of size m,
{ω1,ω2, . . . ,ωm}, a new generation is produced with three ge-
netic operations: selection, reproduction, and mutation.

Selection. Each individual is evaluated by a fitness func-
tion, F, often the objective function for the underlying opti-
mization problem, and assigned a score. When the goal is to
maximize (minimize) F, those with high (low) scores are given
higher likelihoods of surviving to the next generation (Table 1).

Reproduction. Two individuals are selected at random to
produce a child. Typically, a cross-over position is chosen at
random between 1 and p, say j; the child then inherits the first
j genes from the father and the rest p − j genes from the mother.
The cross-over position in the illustration is between 3 and 4
(Table 2).

Mutation. At birth, an individual is allowed, with a certain
small probability (called the mutation rate), to alter its genetic
code at a randomly chosen position. In the typical setting where
binary codes are used, this amounts to flipping a 0 to a 1 and
vice versa (Table 3).

Remark. For the variable selection problem, each ωi repre-
sents a different subset of variables, and hence a different model
and the entire population {ω1,ω2, . . . ,ωm} together specifies a
total of m different models. Our implementation of the afore-
mentioned principles is described in Sections 1.3 and 3.1.

1.2 An Illustrative Example

To test whether the GA is a good variable selection tool, we
first create a very simple simulated dataset consisting of n = 40

Table 2. An Illustration of Reproduction

1 2 3 4 5 6 7 8

Father 1 1 0 0 0 1 0 0
Mother 0 0 1 1 1 0 0 1

Child 1 1 0 1 1 0 0 1

Table 3. An Illustration of Mutation

1 2 3 4 5 6 7 8

Before 0 0 1 1 1 0 0 1
↓

After 0 0 1 1 0 0 0 1

observations and p = 20 variables. The variables are gener-
ated independently from standard Gaussian distributions, that
is, x1,x2, . . . ,x20 ∼ N40(0, I). The model is

y = x5 + 2x10 + 3x15 + ε, ε ∼ N40(0, σ 2I), σ = 1. (2)

In other words, only variables 5, 10, and 15 are actually used in
generating the response y.

To obtain a model that has good out-of-sample performance,
we choose the leave-one-out cross-validated residual sum-of-
squares (CVRSS) as the fitness function for the GA, that is,

F(ω) = −CVRSS(ω) = −
n∑

i=1

(
yi − ŷi(ω)

1 − hii

)2

. (3)

Here hii is the ith diagonal element of the well-known hat ma-
trix H = Xω(XT

ωXω)−1XT
ω, and the notation ŷi(ω) means the fit-

ted value for the ith observation using a model containing only
the variables specified by ω. We discuss the fitness function in
more detail in Section 3.4.

Table 4 shows the results from the GA and a number of
other commonly used and readily available variable selection
techniques. Our implementation of the GA for variable selec-
tion is summarized in Table 5, with details given in Sections
1.3 and 3.1. The terms “stepwise AIC” and “stepwise BIC” re-
fer to a stepwise search combining both forward selection and
backward elimination (e.g., Venables and Ripley 1994, p. 175)
using either the AIC (Akaike 1973) or the BIC (Schwarz 1978)
as the objective function. The terms “exhaustive AIC” and “ex-
haustive BIC” refer to evaluating all possible subsets with ei-
ther the AIC or the BIC. An exhaustive search over all possible
subsets is feasible here using the leaps library in R (R De-
velopment Core Team 2006) because this problem is of only
moderate size ( p = 20).

Unfortunately, our initial excitement in the GA is quickly
tamed by this very simple example. Table 4 clearly shows that
the GA is not successful in finding the correct model; it finds a
model that includes a number of extra spurious variables. Other
researchers have also had similar unsuccessful experiences with
the GA as a variable selection tool (e.g., Draper and Fouskakis
2000).

Table 4. Results for the Illustrative Example

Method Selected variables

True model 5, 10, 15
Stepwise AIC 1, 4, 5, 6, 7, 9, 10, 12, 14, 15, 16, 17
Stepwise BIC 5, 6, 10, 15
Exhaustive AIC 2, 5, 6, 8, 9, 10, 15
Exhaustive BIC 5, 6, 10, 15
GA 4, 5, 9, 10, 12, 15, 17
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Table 5. The Single-Path Genetic Algorithm for Variable Selection

Inputs
y: n × 1 vector
X: n × p matrix
π : Prior probability used to initialize the GA; default = .3
m: Population size; default = [p]e (see Sec. 3.1)
N: Number of generations to evolve (see Sec. 3.2)
νt : Mutation rate for generation t; default = 1/p for every t (see

Sec. 3.1)
Algorithm
1. Initialize a random population of size m, P(0), using the prior prob-

ability π ; that is, every individual ωi ∈ P(t) contains, on average,
πp 1’s and (1 − π )p 0’s.

2. While (t < N):
a. For every ωi ∈ P(t), find its fitness score si = F(ωi ), e.g.,

(3) or (8).
b. Let the “survival pool,” S(t), be the set of top m/2 individuals

(see Sec. 3.1), that is, S(t) = {wi ∈ P(t) : si > s(m/2)}, where
s(m/2) is the median of si .

c. Let P(t + 1) = S(t); notice that, at this point, |P(t + 1)| =
m/2 < m.

d. Repeat:
• Randomly select a father and a mother from S(t).
• Randomly select a cross-over position and produce a child

(see Table 2).
• Randomly select a mutation position and flip the genetic

code of the child at this position with probability νt (see Ta-
ble 3).

• Insert this child into P(t + 1).
Until |P(t + 1)| = m.

e. Let t = t + 1.
End while.

Output
The last generation population, P(N).

1.3 Implementations of the GA

There are a number of possible reasons why the GA is un-
successful in the foregoing illustrative example. First, the fit-
ness function (3) could have been a bad choice. Consequently,
we also experimented with a number of other well-known cri-
teria commonly used for the variable selection problem, such
as the AIC and the BIC. Second, the control parameters in the
GA could have been set inappropriately. To obtain the results in
Table 4, we used a total of 200 generations, a population size
of m = 20, and a mutation rate of 1/m = .05 (see also Table 5).
More discussions about how these control parameters are cho-
sen are given in Section 3.

Here we were able to obtain exactly the same solution (i.e.,
variables 4, 5, 9, 10, 12, 15, and 17) by starting the GA with
different initial populations, indicating that the GA had indeed
converged with 200 generations, but it was not clear that the
other control parameters (e.g., the mutation rate) were set ap-
propriately. It is widely known that the mutation rate is a very
important control parameter for the GA; a too-large mutation
rate makes it difficult for the algorithm to converge, whereas
a too-small mutation rate often causes the algorithm to con-
verge too soon to a suboptimal local solution. One could also
use a more sophisticated strategy by using a large mutation
rate in the beginning to move around the search space more
aggressively and gradually decreasing the mutation rate over
time (e.g., Miyata and Shen 2003), much like how one would
set the critical temperature parameter in simulated annealing
(Kirkpatrick, Gelatt, and Vecchi 1983). We experimented with
various different ways for setting the mutation rate (see Ta-
ble 5). In no experiments were we able to correctly identify the
true model using the GA.

1.4 Motivation

A few options exist. We can conclude that the GA, although
interesting, is not a good tool for variable selection after all.
We can try harder to determine how to set various control pa-
rameters in the GA and the best fitness function to use. We are
not thrilled by either option. Instead, we are inspired by the
recent success stories of algorithms such as bagging (Breiman
1996), where, by consolidating a number of relatively simple-
minded models, such as a large tree grown to a maximal size
without any pruning, one can often do better than a carefully
constructed model such as a tree carefully pruned to the right
size. Based on such considerations, we propose a novel paral-
lel evolution strategy, which we find to be both interesting and
effective.

Herein we sometimes use the term parallel genetic algorithm
(PGA) to refer to the parallel evolution strategy. In contrast, we
use SGA to refer to the more standard single-path GA.

The article is organized as follows. In Section 2 we outline
the main idea behind the PGA and how it can be used for
variable selection. In Section 3 we give more details of how
to implement the PGA. In Section 4 we present a wide variety
of examples using both simulated data and data from real in-
dustrial experiments. In Section 5 we present a useful dynamic
graphical tool for the PGA. We outline a number of future di-
rections in Section 6, and provide some concluding remarks in
Section 7.

2. PARALLEL EVOLUTION

The main idea behind parallel evolution is very simple.
Instead of running one long evolutionary path, paying careful
attention to the choices of various control parameters, we sim-
ply create a number of “parallel universes” and run a relatively
mindless and short evolutionary path in each of them. We dis-
cuss what we mean by “mindless” and “short” in more detail in
Section 3.

Let there be a total of B parallel universes. Start a different
evolutionary path in each universe b = 1,2, . . . ,B, each for a
total of N generations, where N is relatively small. For simplic-
ity, we take the population size in each universe to be fixed at m
in every generation. Let

P(b, t) = generation-t population in universe b.

The main idea is to define 0 ≤ r( j,b) ≤ 1 as a measure of the
importance for variable j based on N generations of evolution
in universe b,

r( j,b) = 1

m

m∑
i=1

ωi( j) for ω1,ω2, . . . ,ωm ∈P(b,N). (4)

In other words, for each universe b, r( j,b) is the percentage of
last-generation candidates that contain variable j. The important
variables are then selected by taking a majority vote across all
universes. That is, we define

r̄j = 1

B

B∑
b=1

r( j,b) (5)

and use r̄j as an importance measure to rank variable j; the top
q < p variables are selected. We discuss the choice of q in more
detail later (Secs. 2.1 and 3.3). A summary of this very simple
parallel evolution algorithm is given in Table 6.
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Table 6. The PGA for Variable Selection

Inputs
All inputs to the SGA algorithm [i.e., y, X, π , m, N, νt (see Table 5)] and
B: number of parallel paths (see Sec. 3.3)
Algorithm
1. For b = 1 to B:

a. Let P(b, N) = result from SGA(y, X, π , m, N, νt ).
b. Calculate r ( j, b), the percentage of last-generation candidates

in universe b that contain variable j, for j = 1, 2, . . . , p; see Sec-
tion 2, (4);

End for.
Output
In matrix form, r ( j, b) for j = 1, 2, . . . , p and b = 1, 2, . . . , B.
Although for making the bubble plot we need only r̄j [see (5), Sec. 2],
we need r( j, b) for all b to make the dynamic bubble plot (Sec. 5).

2.1 The Illustrative Example (Continued)

Figure 1(a) shows the result of parallel evolution on our il-
lustrative example; it plots r̄j for j = 1,2, . . . ,p. The three vari-
ables used to generate the data are represented by circles, and
all other variables are represented by crosses. A total of B = 25
parallel universes are used, each evolving for only N = 8 gen-
erations. All other control parameters, such as population size
and mutation rate, are exactly the same as before. In terms of the
amount of computation, a total of N × B = 8 × 25 = 200 popu-
lations are evaluated, the same as using an SGA with 200 gen-
erations. But what a difference it makes!

Figure 1(a) shows that the three variables used to generate the
data are apparently well separated from the rest. We call such
a plot the bubble plot, because the important variables float on
the top like bubbles.

In general, we must determine q, the number of variables to
select. This can be done by plotting r̄j from the largest to the
smallest and looking for a large gap. We call such a plot the
order plot. We discuss the statistical significance of this gap in
more detail in Section 3.3. Figure 1(b) shows the order plot for
our illustrative example. The idea behind the order plot is analo-
gous to, for example, standard practices in principal component

analysis, where the number of important components is often
determined by plotting the ordered eigenvalues of the covari-
ance matrix (see, e.g., Mardia, Kent, and Bibby 1979).

From Figure 1(a), we can also see that r̄15 > r̄10 > r̄5, which
is consistent with the fact that β15 > β10 > β5.

2.2 Why Does It Work?

In this section we explain why using a number of short evo-
lutionary paths is better than using one long evolutionary path.
By a “short path,” we mean a path that has not fully converged.
This is often referred to as “early stopping.” In Section 3.2 we
give more details on the convergence criterion. The concept of
early stopping is widely used in the neural network community
to avoid overfitting (see, e.g., Hastie, Tibshirani, and Friedman
2001, sec. 11.5.2). Here we can consider the convergent solu-
tion to be “overfitting” in the sense that it tends to include some
spurious variables (see Table 4). The reason why spurious vari-
ables are often included is because the objective functions used
to evaluate models are often highly asymmetric, in the sense
that as far as model performance is concerned, it is often much
worse to exclude an important variable than to include a spuri-
ous variable.

Therefore, in the evolutionary process, a model that contains
all of the important variables will generally have a high fitness
score. As a result, all the other spurious variables contained in
that model (by random chance) will also be considered impor-
tant by the evolutionary force. Because the spurious variables
are there by chance, when the GA has not fully converged,
these variables most likely will be different across the parallel
universes. Therefore, by running a number of short paths (i.e.,
paths that have not fully converged), these spurious variables
can be effectively eliminated. More specifically, if a variable j
is truly important, then r( j,b) will be high for all or most b,
whereas if a variable j is spurious, then r( j,b) will be high
(by chance) only for some b. Therefore, when averaged over

(a) (b)

Figure 1. Illustrative Example. (a) The bubble plot. Plotted here are the values of r̄j , for j = 1, 2, . . . , p. The variables used to generate the data
are represented by circles; all other variables are represented by crosses. (b) The order plot. Plotted here are the values of r̄j ordered from the
largest to the smallest. The number of variables to select can be determined by looking for a large gap in this plot.
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b = 1,2, . . . ,B, r̄j will be high only for variables that are truly
important. This is how parallel evolution can be used to make
variable selection choices.

Remark. In numerical optimization, it is common to start an
algorithm several times, each time with a different initial value.
Here it is crucial to understand that parallel evolution is not the
same as simply trying out different initial values and picking
out the best solution in the end; it actually consolidates useful
information from all parallel paths. By doing so, it discovers
something new—something never discovered by a single path
alone, namely the correct solution.

3. DETAILS OF THE PARALLEL
GENETIC ALGORITHM

We now give more details for how to implement the PGA and
discuss how to specify the various control parameters, such as
population size, mutation rate, and stopping criterion for each
individual evolutionary path, as well as the number of parallel
paths needed.

3.1 Individual Paths

There are many different ways to implement the GA. In the
context of parallel evolution, it is desirable to keep each individ-
ual path as simple and self-contained as possible. Recall that the
whole point of parallel evolution is to avoid having to think too
hard about how to implement each individual path (Sec. 1.4).

Toward this end, we stick to the following simple scheme.
We always start with a population size m that is an even number.
The survival pool will always consist of the best m/2 individ-
uals. A father and a mother will be chosen randomly from the
survival pool to produce an offspring (which is allowed to mu-
tate with a small probability) until a total of m/2 offsprings are
produced to make up for a new generation of the same size m.
Table 5 contains a summary of our implementation of a single
evolutionary path.

There are two tuning parameters that we must specify:
the population size of each generation and the mutation rate.
Whereas the truly optimal values of these tuning parameters
are often problem-dependent, in the spirit of keeping each in-
dividual path as self-contained and automatic as possible, we
prefer to use a fixed set of choices. A number of theoretical and
empirical studies on good choices of these tuning parameters
are available (e.g., De Jong 1975; Grefenstette 1985; Goldberg
1989, p. 71). The website http://www.mathworks.com/access/
helpdesk/help/toolbox/gads/, maintained by the producer of
Matlab, also provides some general guidelines. These sources
suggest that a fairly good and general choice is to set

population size = dimension of the problem

and

mutation rate = 1

population size
.

So for a total of p candidate variables, each generation will
consist of [p]e individuals, and the mutation rate will be equal
to 1/p. Here the notation [p]e is used to mean

[p]e =
{

p if p is even
p + 1 if p is odd.

3.2 Stopping Criterion for Individual Paths

In Section 2.2 we stated that each individual evolutionary
path must be relatively short for the strategy of parallel evo-
lution to be effective. In this section we specify the appropriate
stopping criterion. Given a collection of binary sequences of
length p (with each sequence containing p bits), let rj be the
frequency that the jth bit is equal to 1. Then the average “per
bit” entropy of this collection (which we simply call “entropy”
here) is given by

entropy = −1

p

p∑
j=1

rj log2(rj) + (1 − rj) log2(1 − rj).

If the population is pure in the sense that all of the sequences
are identical, then rj is either 1 or 0 for all j and the entropy is 0.
Therefore, the GA can be regarded as having converged when
the entropy of the population is sufficiently close to 0, that is,
below a prespecified threshold δ (e.g., δ = .05). In reality, we
require the average entropy over the latest five generations to be
below δ so that the procedure is more numerically stable.

For every problem, then, we first run the GA a couple of
times (e.g., 5 or 10 times) using different initial populations
and record the average number of generations needed to achieve
convergence. We then use half that number of generations for
each parallel path.

Remark. Clearly, for a single GA path that has converged in
the aforementioned sense, it does not matter whether we aver-
age over the entire population or simply take the best individual
from the last generation as our solution because every individ-
ual will essentially be identical.

3.3 Number of Parallel Paths Needed

Finally, we address the issue of how many parallel paths are
needed. Because the parallel evolutionary paths are generated
independently of one another, one can think of r( j,1), r( j,2),

. . . , r( j,B) as an independent sample from some underlying
distribution, say Fj. The fact that r( j,b) is bounded between
0 and 1 means (see, e.g., Ross 1997, problem 11.33) that

v( j,b) ≡ var(r( j,b)) ≤ 1

4
,

and hence

var(r̄j) ≤ 1

4B
.

The central limit theorem then implies that for large B, r̄j is
approximately normally distributed with a variance no larger
than 1

4B .
Now let U be the set consisting of the top q variables (i.e.,

those that float on top of the bubble plot) and let L be the set
consisting of the remaining variables (i.e., those that sink to the
bottom). If we define

d = min(r̄j : j ∈ U) − max(r̄j : j ∈ L)

to be size of the gap between these two sets of variables, then
we generally can be quite confident in the result produced by
parallel evolution if the gap d is larger than a certain multiple
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of the maximal standard deviation of r̄j, that is,

d ≥ α

√
1

4B
. (6)

A reasonable and convenient choice here is the commonly used
Gaussian critical value of α = 1.645, so we get

d ≥ 1.645

√
1

4B
= .8225B−1/2. (7)

This gives us a very simple criterion for choosing B. More
specifically, we simply use a sufficient number of parallel paths
so that we can be reasonably confident that the gap between the
two sets of variables is not due to random fluctuation. The fact
that these parallel paths are generated independently means in
practice we can start with a fairly small B (say around 20 to
30 paths), check condition (7), and add more paths if needed.

In reality, depending on the specific problem, v( j,b) can
sometimes be much less than 1/4. This means that the crite-
rion (7) sometimes can be relaxed a bit in practice, and we may
be willing to accept the answer based on a gap d that is approx-
imately equal to or even slightly less than .8225B−1/2.

For the foregoing illustrative example (Secs. 1.2 and 2.1),
we can see from the bubble plot that r̄15 > r̄10 > r̄5 > .8
and r̄j < .6 for all j 
= 5,10,15. For B = 25, we clearly have
d > .2 > .1645 = .8225/

√
25. In other words, we can be quite

confident in the result based on just 25 parallel paths.

3.4 Fitness Function

If a problem is large and evaluating the fitness function (3)
repeatedly becomes computationally expensive, then it is pos-
sible to use a generalized cross-validation (GCV) criterion as
an approximation without making any tangible difference to the
performance of PGA,

F(ω) ≡ −GCVRSS(ω) = −
n∑

i=1

(
yi − ŷi(ω)

1 − tr(H)/n

)2

= −
n∑

i=1

(
yi − ŷi(ω)

1 − (q + 1)/n

)2

, (8)

where q is the number of variables contained in the subset ω.
In fact, experiments similar to those in Section 4 (not reported
here) indicate that we can also use, for example, the AIC or
Mallows’ Cp as the fitness function for the PGA without affect-
ing its performance.

3.5 Computational Cost

It is easy to quantify the total computational cost for parallel
evolution. If a total of B parallel paths are used, each evolving
for N generations with a population size of m, then a total of
m × N × B models are fitted and evaluated before the solution
is determined.

3.6 Summary

Table 6 describes the PGA algorithm. Let us summarize our
main findings so far. Generally speaking, it is not easy to use

the GA for variable selection. However, by running a number
of GAs in parallel with early stopping and combining the in-
formation from all runs, the performance becomes much more
encouraging. We emphasize here again that, other than using
fewer generations in each path, all other control parameters
(e.g., population size, mutation rate, the fitness function) for
each individual GA path are exactly the same as before. In our
opinion, this finding alone is already quite remarkable in itself
and has important practical implications. In the rest of this ar-
ticle we present a number of both real and simulated examples
to demonstrate systematically that the PGA is not only an inter-
esting, but also a highly competitive and easy-to-use, variable
selection algorithm.

4. EXAMPLES

In this section we present a wide variety of examples, us-
ing both real and simulated data. The parameters in PGA—
population size m, number of generations for each path N, and
total number of parallel paths B—are chosen using the prin-
ciples outlined in Section 3; the actual numbers used in each
example are reported on a case-by-case basis so that the com-
putational cost can be assessed for each case.

4.1 Pollution Data

We first analyze the well-known pollution data, originally
from McDonald and Schwing (1973) and used by Miller (2002)
throughout as a primary example. In fact, Miller (2002) used a
number of different datasets; we choose this one in particular
because it is actually the largest (n = 60 and p = 15) from his
collection.

Because p = 15, this problem is small enough so that an
exhaustive search over all possible subsets is feasible. The
leaps library in R allows us to conduct such a search using
the AIC as the objective function; the best subset is found to be
{1,2,3,6,9,14}. To be fully comparable, we also use the AIC
as the objective function for stepwise selection and the PGA.
Table 7 shows the variables selected by these different methods.
We can see that, using the same objective function, the PGA is
capable of finding the same solution as an exhaustive search,
whereas stepwise selection is not.

For the PGA, a total of B = 25 parallel paths are used,
each evolving for N = 8 generations with a population size of
m = 16 (see also Fig. 2). This simple example confirms that the
PGA is capable of conducting a more thorough search over the
space of � than a greedy algorithm, such as stepwise selection.

4.2 A Hard Problem

We now consider a simulated example taken from George
and McCulloch (1993, example 4.2). There are n = 120 obser-
vations and p = 60 variables. In addition, all 60 variables are

Table 7. Results for the Pollution Data

Method Selected variables

Stepwise 1, 2, 3, 4, 5, 6, 9, 12, 13
Exhaustive 1, 2, 3, 6, 9, 14
PGA 1, 2, 3, 6, 9, 14
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(a) (b)

Figure 2. Pollution Data Example. Results from parallel evolution: order plot (a) and bubble plot (b). A total of 25 parallel paths are used, each
evolving for 8 generations. The variables selected by exhaustive search are represented by circles; all other variables are represented by crosses.

made to be correlated; they are generated as

xj = z + εj, j = 1,2, . . . ,60, εj, z
iid∼ N120(0, I). (9)

This implies the pairwise correlation among all of the variables
is .5. The resulting problem is generally considered a hard vari-
able selection problem both because of its size ( p = 60) and
because of the correlation among the variables (e.g., Liang and
Wong 2000). The response variable y is generated as

y = β1x1 + · · · + β60x60 + ε, ε ∼ N120(0, σ 2I), σ = 2,

(10)

where β1 = · · · = β15 = 0, β16 = · · · = β30 = 1, β31 = · · · =
β45 = 2, and β46 = · · · = β60 = 3. In other words, the variables
form four distinctive groups. The first group (1–15) is useless,
with coefficients 0. The second group (16–30) is relatively weak
(small nonzero coefficients relative to the noise σ ). The third
group (31–45) is stronger, and the fourth group (46–60) is the
strongest.

Figure 3 shows a sequence of bubble plots from the PGA, for
B = 25,50,100, and 500 parallel paths; each path is evolved
for N = 15 generations with a population size of m = p = 60
(see Sec. 3.3). We can see that even when B is as small as 25,
all of the correct variables are already ranked at the top and
ahead of the rest of the variables. However, there are a few
ambiguous gaps in the bubble plot, which can make selecting
variables somewhat difficult for an unexperienced data analyst.
Even when B is increased to 50 or 100, there are still two am-
biguous gaps in the bubble plot, indicated in the plot by dashed
horizontal lines. In fact, neither of these gaps is significant ac-
cording to the criterion (7). As mentioned earlier (Sec. 3.3),
when this happens we may consider running yet a few more
parallel paths. When we increase B to 500, for example, we
can see that there is only one unambiguous (and significant)
gap remaining in the bubble plot—one that will give us exactly
the right solution. In addition, the fact that a few variables be-
longing to the second group (variables 16–30) are floating a bit

below all of the other important variables in the bubble plot
is also consistent with fact that these are all variables with the
smallest nonzero coefficient relative to the noise σ . This exam-
ple demonstrates the PGA’s ability to solve a large and difficult
variable selection problem.

4.3 A Simulation Study

We now conduct a repeated simulation study to evaluate the
behavior and performance of the PGA more systematically. We
also compare the PGA against a number of readily available
variable selection methods, such as stepwise selection and ex-
haustive search using both the AIC and the BIC as the selection
criteria. We also consider a (completely different) Bayesian sto-
chastic variable selection method known as stochastic search
variable selection (SSVS) (George and McCulloch 1993).

4.3.1 Simulation Settings. Our simulation is based on the
illustrative example in Section 1.2. In Sections 1.2 and 2.1
we have already presented some evidence that parallel evolu-
tion is useful for this example. Here we repeat this simulation
100 times and also consider four variations (Table 8).

In the first three variations, we make x20 highly correlated
with one of the three useful variables. That is, for j = 5,10,15,
we generate x20 as

x20 = xj + .25z, z ∼ N40(0, I).

The resulting correlation, corr(x20,xj) ≈ .97, is quite high.
Hence these variations illustrate the behavior of parallel evo-
lution when the problem is highly collinear.

In the fourth variation, we adopt the same data-generating
mechanism as in Section 4.2 to create high pairwise correla-
tions among all of the variables instead of introducing just one
correlated variable as is done in the first three variations. In par-
ticular, the response is still generated as

y = x5 + 2x10 + 3x15 + ε, ε ∼ N40(0, σ 2I),
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(a) (b)

(c) (d)

Figure 3. A Hard Problem. Shown here are four bubble plots, for B = 2 (a), 50 (b), 100 (c), and 500 (d) parallel paths.

except σ = 2 now instead of 1 and the predictors are generated
not independently but according to

xj = z + εj, j = 1,2, . . . ,20, εj, z
iid∼ N40(0, I). (11)

A single PGA run here consists of a total of B = 25 paral-
lel paths each evolving for 8 generations with a population size
of m = p = 20. This amounts to evaluating 4,000 linear mod-
els, which is a tiny fraction of 220, the number of all possible
models.

Table 8. Simulation Study: Summary of All Variations

Scenario σ Correlation structure

Variation 0: 1 ρ(xj , xk ) = 0 for all j 
= k
Variation 1: 1 ρ(xj , xk ) ≈ .97 for j = 5 and k = 20
Variation 2: 1 ρ(xj , xk ) ≈ .97 for j = 10 and k = 20
Variation 3: 1 ρ(xj , xk ) ≈ .97 for j = 15 and k = 20
Variation 4: 2 ρ(xj , xk ) = .80 for all j 
= k

4.3.2 Performance Evaluation. In each variation, we re-
peat the same simulation experiment 100 times, each time gen-
erating a slightly different dataset with the same mechanism.
Let T(M) be the number of times that the correct subset of vari-
ables is identified by method M over the 100 simulations; our
performance metric for method M is simply T(M)/100 or the
proportion of times that the correct model is identified.

For both the PGA and SSVS, we report two different ways of
calculating the performance metric—one that we call the “hard”
metric and another one that we call the “soft” metric. We first
state how the “hard” and “soft” metrics are calculated, and then
discuss why the “soft” metric is introduced. To calculate the
“hard” metric for the PGA, we simply find the largest gap in
the bubble plot using B parallel paths and select the variables
above the gap. If these variables coincide exactly with the true
variables used to generate the model, then the PGA is consid-
ered to have found the right model. To calculate the “soft” met-
ric, we focus instead on how variable j is ranked by r̄j; the PGA
is considered to have found the right model if all of the correct
variables are ranked ahead of the rest using r̄j. To calculate the
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“hard” metric for SSVS, we simply rely on the most probable
model found by SSVS. If this model coincides exactly with the
true model, then SSVS is considered to have found the right
answer. To calculate the “soft” metric, we rely on the marginal
posterior probability that variable j is active. SSVS is consid-
ered to have found the right model if all of the correct variables
are ranked ahead of the rest using the posterior probability.

We now explain why the “soft” performance metric is intro-
duced and how it can be used together with the “hard” met-
ric to evaluate the potential of the PGA as a variable selection
tool. We argue that the “hard” metric can be considered a lower
bound and that the “soft” metric can be considered an upper
bound.

Consider again the case depicted in Figure 3. If we use
B = 50 parallel paths, then selecting all variables above the
largest gap in the bubble plot actually includes four extra vari-
ables. Using the “hard” metric, the PGA is considered a failure,
but this clearly understates the PGA’s capability and potential
for identifying the correct set of variables in this particular case.
Therefore, the “hard” performance metric can be considered a
lower bound on the performance.

One possibility here is to use a very large B in our simu-
lation experiments to be conservative, but this not only slows
down our simulation experiments considerably (especially con-
sidering that we are running 100 repetitions), but also creates a
misleading impression that B must be very large for the PGA
to work. We have already seen in Section 4.2 that, even for
a very hard variable selection problem, the PGA can produce
very meaningful information with as few as 25 parallel paths.

The “soft” performance metric is introduced so that the read-
ers can better evaluate the potential of the PGA. If, with B = 25
parallel paths, the PGA is already ranking the correct variables
ahead of everything else, this can be, to some extent, considered
an indication that the PGA will eventually be able to identify
the right answer when a larger B is used. Therefore, the “soft”
performance metric can be considered an upper bound on the
performance.

4.3.3 Results. Table 9 presents the results. Keep in mind
that for 100 independent Bernoulli trials, the maximal standard
error is

√
.5 × .5/100 = .05, corresponding to a success rate

of .5; if the success rate is .95, then the standard error drops to

√
.95 × .05/100 ≈ .02. This information is helpful for evaluat-

ing the amount of variation in the simulation results.
Recall that SSVS is a Bayesian method. To run SSVS, we

use four different sets of hyperparameters for the prior distrib-
ution. The ones that we use are exactly the same as those used
in the original SSVS article (George and McCulloch 1993):
(σ̂β/τ, c) = (1,5), (1,10), (10,100), and (10,500); refer to the
original article for more details about SSVS. In fact, a more ef-
ficient version of SSVS (George and McCulloch 1997) is used,
with an equivalent specification of the parameters τ and c.

As expected, variation 1 is the hardest case for all methods.
There x20 is made to be highly correlated with x5, the variable
that has the smallest nonzero coefficient (1 = β5 < β10 < β20)
relative to the noise σ in the true model. It is hard to imagine
that any method could avoid being “fooled” and not treat x20 as
an important variable at least some of the time.

Generally speaking, Table 9 leads to the following conclu-
sions: The SGA is hopeless, but the PGA is consistently better
than both the AIC and the BIC regardless of whether an exhaus-
tive search or a greedy stepwise search is used. Variation 0 and
variation 3 are relatively easy problems, whereas variation 4 is
somewhat more difficult because all of the variables are corre-
lated with each other; in these cases we see that SSVS and the
PGA are largely comparable. For the most difficult cases (i.e.,
variations 1 and 2), we see that SSVS is competitive against
the PGA only if the hyperparameters for the prior distribution
are set “correctly”; otherwise, it performs worse. In reality, of
course, one does not generally know how to best set these hy-
perparameters in advance. In contrast, the PGA is relatively
easy to use. This simulation study offers strong empirical ev-
idence that the PGA can be a highly competitive variable selec-
tion tool.

4.4 A q-Bit D/A Converter

Finally, we illustrate the use of the PGA with a relatively
large real industrial dataset studied by Filliben and Li (1997).
A q-bit digital-to-analog (D/A) converter accepts q digital
inputs, D1,D2, . . . ,Dq, and outputs an analog signal; each
Dj ∈ {−1,+1} represents an “on” (+1) or “off” (−1) digital
switch. To test the performance of the D/A converter, differ-
ent digital signals are given to the device, and the conversion

Table 9. Simulation Study: Performance of Various Methods

Scenario

Method Variation 0 Variation 1 Variation 2 Variation 3 Variation 4

Stepwise AIC .01 .01 .01 .01 .02
Stepwise BIC .20 .14 .18 .21 .20
Exhaustive AIC .03 .01 .01 .01 .02
Exhaustive BIC .28 .20 .23 .25 .27

SGA .03 .02 .01 .00 .02
PGA (hard) .80 .24 .64 .85 .49
PGA (soft) .97 .63 .88 .95 .81

SSVS (1, 5; hard) .81 .06 .51 .70 .47
SSVS (1, 10; hard) .88 .04 .49 .82 .49
SSVS (10, 100; hard) .58 .48 .61 .61 .56
SSVS (10, 500; hard) .84 .62 .82 .86 .62
SSVS (1, 5; soft) .97 .23 .77 .96 .76
SSVS (1, 10; soft) .97 .23 .78 .97 .77
SSVS (10, 100; soft) 1.00 .72 .88 .98 .84
SSVS (10, 500; soft) 1.00 .72 .92 .98 .86
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(a) (b)

Figure 4. D/A Converter Example. Results from parallel evolution: order plot (a) and bubble plot (b). The PGA selects all variables above line P.
Stepwise search using the BIC selects all variables above line B, whereas stepwise search using the AIC selects all variables above line A.

errors (Y) are recorded. It is desirable to understand how the
conversion errors are related to the input bits. The dataset stud-
ied by Filliben and Li (1997) is for q = 10 and it is a 2q full
factorial design (n = 1,024). We limit our attention to models
with at the most second-order interaction terms, that is,

Y = β0 +
10∑

j=1

βjDj +
10∑

k=2

∑
j<k

βjkDjDk + ε.

For q = 10, there are altogether 10 main effects and 45 two-
way interaction terms, giving rise to a total of p = 55 candidate
variables.

Figure 4 shows the results from the PGA. A total of B = 50
parallel paths are used, each evolving for N = 20 generations.
Based on the largest gap in the bubble plot, the PGA selects all
the variables above line P. Altogether 19 variables are selected;
the gap at P is also significant according to the criterion (7).

Both SSVS and a stepwise search using the BIC select
18 variables; they both turn out to be the same as those above
line B in Figure 4. On the other hand, a stepwise search using
the AIC selects 23 variables; they turn out to be those above
line A (Fig. 4). Table 10 summarizes these results and lists the
variables selected by different methods; the notation “j:k” de-
notes the two-way interaction term DjDk.

4.4.1 Evaluation of Competing Solutions. It is well
known that, unless n is very small, the AIC has a tendency
to select more variables, whereas the BIC has a tendency to se-
lect fewer variables (e.g., Kou and Efron 2002). The fact that
the PGA has produced a solution somewhere in the middle is,

in some sense, a comfortable position for us to be in. This said,
we hasten to add that this fact alone does not mean that the
PGA solution here is in any sense superior to the AIC or BIC
solutions or that the PGA solution will always be somewhere
between the two.

For a real problem like this, it is both impossible and quite
meaningless to judge, without obtaining extra information,
which solution is superior when the solutions are so similar and
differ by just a few terms. To further evaluate the relative “good-
ness” of these different subsets, we perform a crude two-fold
cross-validation experiment. First, the dataset is randomly di-
vided into two groups, g1 and g2. Let SA, SB, and SP be the
subset of variables identified by the AIC, BIC, and PGA. If
we use |S| to denote the size of the subset S , then |SA| = 23,
|SB| = 18, and |SP| = 19. For a given subset of variables S , we
evaluate its “goodness” by an estimate of its prediction error
(PE),

P̂E(S) =
2∑

k=1

∑
i∈gk

(
yi − ŷi(S;−gk)

)2
,

where ŷi(S;−gk) means the predicted response for observa-
tion i using a model that includes just the variables in the sub-
set S but whose coefficients are estimated using all observations
except those in group gk. To account for the fact that the groups
g1 and g2 are created randomly, this experiment is repeated
10 times. The mean prediction errors (MPEs) for the three com-
peting subsets (SA, SB, and SP) over these 10 repeated experi-
ments are listed in Table 11. Clearly, they are quite comparable

Table 10. D/A Converter Example: Variables Selected by Different Methods

Method Selected variables

Stepwise BIC 1, 2, 3, 4, 5, 6, 7, 9, 10, 3:10, 4:10, 5:9, 7:9, 7:10, 8:9, 8:10, 9:10
SSVS Stepwise BIC solution
PGA Stepwise BIC solution + 5:8
Stepwise AIC PGA solution + 1:10, 2:10, 4:9, 6:10
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Table 11. D/A Converter Example: MPE of
Different Subsets

Subset MPE (SE)

SB 11.9695(.076)
SP 11.9378(.076)
SA 11.9686(.065)

statistically, with the subset SP identified by the PGA having a
slightly better mean estimate.

4.4.2 An Extra Insight From the PGA. The AIC and BIC
solutions differ by five variables. Using the bubble plot from
parallel evolution (Fig. 4), we can even conclude that one of
these five variables is more important than the other four. To
check whether this conclusion is sensible, we conduct an ex-
haustive search using the leaps library in R to find the best
subset of size 19. Note that if the subset size is fixed a priori,
then it does not matter whether the AIC or the BIC is used as
the selection criterion. In this case, the exhaustive search does
in fact find exactly the same 19 variables as those found by
the PGA. This example shows that the PGA can be a useful
practical tool for fairly large industrial applications where the
primary goal is to identify the key factors that affect a certain
outcome.

5. MAKING DYNAMIC BUBBLE PLOTS

For any B, we can create a bubble plot by plotting r̄j against j.
In our experience, it has proven very useful to create a series of
such bubble plots as information from more and more paral-
lel universes are consolidated. Treating each individual bubble
plot as a single frame, we can create a dynamic movie showing
how the values r̄j ( j = 1,2, . . . ,p) change with B. For obvious
reasons, we are unable to include examples of such dynamic
plots in the article; a number of examples are available from
our websites.

If is often very apparent from such dynamic plots which vari-
ables are truly important; these are often the ones that quickly
float to the top and stay there with relatively little fluctuation,
whereas the rest tend to fluctuate quite a bit, especially when
B is relatively small. This is very convenient because for rela-
tively small B, even meaningful gaps in the bubble plot gener-
ally would be insignificant according to the criterion (7). But by
looking at how the variables move in the dynamic bubble plot,
one can often distinguish the important variables from the rest
quite easily.

6. DISCUSSION

Before closing, we briefly discuss a number of possibilities
for the PGA that we have not explored in this article.

Parallel Computing. First, there is the possibility of imple-
menting the parallel evolution method using a parallel comput-
ing architecture. Although we did not explore this option, it
should be fairly obvious how this can be achieved quite easily in
practice. If one has access to, say, a 40-processor system, then
one can invoke 40 parallel evolutionary paths simultaneously
by sending one path to each processor because the individual
paths are completely independent of one another.

Variable Selection for More Complex Models. Variable se-
lection for models that are more complex than multiple linear
regression is, of course, a much harder problem. Conceptually it
is clear how the PGA can be adapted quite easily to solve these
more difficult problems. The associated computational cost will
of course be more substantial, because a total of m×N×B mod-
els must be fitted, and this can become quite significant if, for
example, each model is a generalized additive model (GAM)
(Hastie and Tibshirani 1990) that is typically fitted with a rather
expensive back-fitting algorithm, but it will still be much easier
to implement than, say, SSVS, because we can simply embed a
functional call to existing GAM software in the PGA algorithm,
whereas the MCMC-based SSVS would require entirely dif-
ferent implementations for different types of models. With in-
creasing computing power, a conceptually easy approach such
as the PGA will become more and more attractive and useful in
practice.

Variable Selection With the Effect Heredity Principle. In
many industrial applications, models with two-factor interac-
tion terms without at least one of the corresponding main effects
are considered unreasonable, a principle sometimes referred
to as “effect heredity” (see, e.g., Chipman, Hamada, and Wu
1997). It is possible to take such principles into account in
GA/PGA by, for example, penalizing models that violate the
principle in the fitness function or increasing the mutation prob-
ability for an inactive interaction term whenever one or both of
its parents are active.

7. CONCLUSION

We now summarize the main contributions of this article.
First, we demonstrated that the GA, although perfectly natural
for the variable selection problem, is actually not easy to use
or terribly effective. Toward this end, we devised a very sim-
ple and relatively mindless strategy of parallel evolution and
turned the otherwise hard-to-use GA into a much more effec-
tive variable selection tool. We demonstrated with a systematic
simulation study that parallel evolution or PGA is competitive
in its ability to recover the correct model. We also illustrated
the strength and usefulness of parallel evolution with both sim-
ulated and real datasets and pointed out its general applicability
as a variable selection tool for more complex statistical models.

The PGA is a stochastic search method. In this regard, it is
similar to SSVS, and they are both better than greedy stepwise
methods. But as we have demonstrated in Section 4.3, the suc-
cess of SSVS is heavily dependent on being able to select the
correct set of prior parameters. In this regard, the PGA is some-
what more accessible and easier to use than SSVS in practice.

The apparent success of our simple strategy also reinforces
a very important idea in modern statistical computing, that is,
for some problems, consolidating information from a number
of mediocre solutions may actually be better than conducting
a greedy search for a single best solution. This important idea
is sometimes referred to as “majority vote” (e.g., James 1998).
The case of PGA further testifies to the importance of such an
idea and demonstrates that there is more to be gained from par-
allel computation than simply reducing the amount of compu-
tational time. The value of the PGA as another compelling case
in support of the “majority vote” idea is also significant in our
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opinion, because we believe that such an idea will continue to
have far-reaching consequences for scientific computation be-
yond the scope of the GA or the variable selection problem
alone.
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