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a b s t r a c t

LAGO is an efficient kernel algorithmdesigned specifically for the rare target detection problem.However,
unlike other kernel algorithms, LAGO cannot be easily usedwithmany domain-specific kernels.We solve
this problem by first providing a unified framework for LAGO and clarifying its basic principle, and then
applying that principle on the unit sphere instead of in the Euclidean space.

© 2008 Elsevier Ltd. All rights reserved.
1. Introduction

We study the rare target detection problem, that is, a two-class
classification problem in which the class of interest (C1) is very
rare; most observations belong to a majority, background class
(C0). Given a set of unlabelled observations, the goal is to rank those
belonging to C1 ahead of the rest. Refer to Bolton and Hand (2002)
for various interesting applications.
Clearly, one can use any classifier to do this as long as the

classifier is capable of producing an estimated posterior probability
P(y ∈ C1|x) or a classification score, e.g., the support vector
machine (SVM, e.g., Cristianini and Shawe-Taylor (2000)). Since
its emergence, the SVM has spawned a wave of new research in
kernel-basedmethods. If radial-basis kernel functions are used, the
final decision function constructed by the SVM (using quadratic
programming) can be written as

f (x) =
∑
i∈SV

αiyiφ(x; xi, rI)+ β0, (1)

where φ(x; xi, rI) is a radial-basis kernel function centered at xi
with radius r , and SV denotes the set of ‘‘support vectors’’. For
ranking purposes, the constant term β0 can be dropped.
First developed in the statistics research community, LAGO (Zhu,

Su, & Chipman, 2006) is an extremely efficient kernel method de-
signed specifically for the rare target detection problem. It con-
structs a decision function much like Eq. (1) but does not use any
iterative optimization procedure to do so. The main purposes of
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this short article are: (i) to introduce LAGO to the broader com-
putational intelligence research community, and (ii) to resolve an
existing difficulty faced by LAGO, which prevents LAGO from being
used with many interesting domain-specific kernel functions.

2. LAGO

The decision function constructed by LAGO for ranking
unlabelled observations can be written as (Zhu, 2008; Section 4.2)

f (x) =
∑
xi∈C1

|Ri|φ(x; xi, αRi), Ri = riI, (2)

where ri is the average distance between the kernel center, xi ∈ C1,
and its K -nearest neighbors from C0, i.e.,

ri =
1
K

∑
w∈N0(xi,K)

d(xi,w). (3)

The notation ‘‘N0(xi, K)’’ denotes the K -nearest neighbors of xi
from C0; and d(u, v) is a distance function, e.g., d(u, v) = ‖u− v‖.
The parameters α and K are global tuning parameters.
Hence, (2) has exactly the same form as (1), but it is constructed

in an efficient manner that fully exploits the special nature of
the rare class detection problem. Instead of using an iterative
optimization procedure to identify support vectors and calculate
the coefficients, αi(i = 1, 2, . . . , n), LAGO simply uses all training
observations from the rare class, C1, as its ‘‘support vectors’’ and
sets the coefficient in front of each kernel function to be |Ri|,
the volume of the kernel. The only calculation required is the
computation of ri – Eq. (3) – for every xi ∈ C1. This is extremely
efficient since the size of C1 is typically very small for rare target
problems.
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Zhu et al. (2006) gave a few theoretical arguments for why
all these shortcuts are justified. Suppose p1(x) and p0(x) are
density functions of C1 and C0. The main argument is that (2)
can be viewed as a kernel density estimate of p1 adjusted locally
by a factor that is approximately inversely proportional to p0,
i.e. |Ri|. The resulting ranking function f (x) is thus approximately
a monotonic transformation of the posterior probability that item
x belongs to the rare class. Intuitively, the ‘‘LAGO principle’’ can
be summarized as follows: To evaluate a new observation x, each
training observation xi ∈ C1 will cast a vote, and its vote will be
weighted according to how close xi is to nearby observations from
C0 or, equivalently, according to the local density of C0 nearby.

3. Difficulty

An important advantage of kernel methods such as the SVM lies
in theirmodularity: to solve a different problem, just use a different
kernel function, and the underlying learning algorithm can stay
the same (Shawe-Taylor & Cristianini, 2004). A wide variety of
kernel functions are available for solving various domain-specific
problems (e.g., Cristianini, Shawe-Taylor, and Lodhi (2001), Leslie,
Eskin, Cohen, Weston, and Noble (2004) and Shawe-Taylor and
Cristianini (2004)). Many of these domain-specific kernels, such
as the latent-semantic kernel (Cristianini et al., 2001) and the
mismatch string kernel (Leslie et al., 2004), are defined explicitly as
inner products in the feature space. That is, explicit feature vectors
are first defined using domain-specific knowledge, and a simple
inner-product kernel, φ(u; v) = uTv, is used.
Strange as it may sound, one cannot simply use an inner-

product kernel in LAGO. With inner-product kernels, one can no
longer interpret (2) as a locally adjusted kernel density estimate
of p1. More importantly, the volume of the kernel |Ri|, a very
important ingredient of LAGO, is missing for the inner-product
kernel. In other words, it is not clear how to compute ri – Eq. (3)
– and construct the decision function (2).

4. Solution

In this section, we propose a solution to the aforementioned
difficulty and make LAGO applicable to a much wider variety of
practical problems. The gist of our solution is to apply the ‘‘LAGO
principle’’ on the unit sphere, instead of in the Euclidean space. This
particular solution is based upon three critical insights:
(I1) Most kernel functions used in kernel density estimation (Sil-

verman, 1986) have a common structure. Suppose x ∈ Rq,
then these kernel functions can often be written as

φ(x; xi, riI) =
Cq

|riI|
φc

(
d(x, xi)
ri

)
, (4)

where C is the normalizing constant such that C
∫
φc(z)dz =

1. There are two key ingredients, a (positive) basic kernel
function φc(·), and a distance metric d(·, ·). For example, the
radial-basis kernel has this structure. Simply take

d(x, xi) = ‖x− xi‖ (5)

to be the Euclidean distance and

φc(z) = e−z
2/2
. (6)

The normalizing constant is C = 1/
√
2π .

(I2) Using the kernel function (4), the ‘‘LAGO principle’’ is
extremely easy to describe. First, pick a distance metric d(·, ·).
Using the chosen distance metric, define ri according to (3).
Multiply each kernel by |riI|. Finally, add all the pieces together
according to (2). Notice that the ‘‘LAGO principle’’ does not
depend on the distance metric d(·, ·) or the basic kernel
function φc(·).
Fig. 1. A unified framework for LAGO. One is free to choose the distance metric
d(x, xi) and the basic kernel function φc(·); the fundamental ‘‘LAGO principle’’
is independent of these choices. The three possible choices given explicitly in
the figure, ‘‘Gaussian’’, ‘‘Triangular’’ and ‘‘Cosine’’, are not exhaustive; many other
choices are possible.

(I3) If u, v are unit vectors, we can decompose any inner product
and write it as

uTv = cos
(
arccos(uTv)

)
. (7)

Then, we can view arccos(uTv) as a distance metric – it
measures the angular distance between two points lying on
the unit sphere, and cos(·) as the basic kernel function φc(·)
– if we truncate the cosine function to zero beyond ±π/2 to
ensure that it is positive.

Based on (I1)–(I3), our solution is as follows: Given explicit
feature vectors x, xi ∈ Rq, first remove the overall mean and
normalize all the feature vectors to lie on the unit sphere, i.e.,
‖x‖ = ‖xi‖ = 1, and then apply the ‘‘LAGO principle’’ using the
angular distance metric,

d(x, xi) = θ(x, xi) = arccos(xTi x), (8)

and the truncated cosine kernel function,

φc(z) = cos(z)I
(
|z| <

π

2

)
. (9)

Hence, the ‘‘LAGO principle’’ stays exactly the same as before;
the only change lies in the type of geometry. Rather than Euclidean
geometry, we now work with unit-sphere geometry instead. So
we measure distances differently (using angular distances rather
than Euclidean distances), and use a different kernel function (the
truncated cosine kernel rather than other kernels). Fig. 1 presents
a unified framework for LAGO, and shows how various kernels fit
into the general form of (4).
Putting (2)–(4) and (8)–(9) together, we obtain the decision

function:

f (x) =
∑
xi∈C1

cos
(
arccos(xTi x)

αri

)
I
(∣∣∣∣arccos(xTi x)αri

∣∣∣∣ < π

2

)
, (10)

where

ri =
1
K

∑
w∈N0(xi,K)

arccos(xTiw). (11)

Again, α and K are global tuning parameters. Our empirical
experiences suggest that LAGO is not very sensitive to K andmuch
more sensitive to α. In practice, it often suffices to fix K = 5,
leaving us with just one tuning parameter, α.
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Fig. 2. Experimental results. Three experiments were conducted: ‘‘staff versus all’’, ‘‘department versus all’’, and ‘‘project versus all’’. Each experiment was repeated 25
times. Top: Histograms of APLAGO − APSVM , based on 25 replications. ‘‘LAGO:SVM = X:Y’’ means LAGO performed better X number of times and SVM performed better Y
number of times. Bottom: Boxplots of APLAGO and APSVM , based on 25 replications.
5. Experiments

Wenowdescribe a number of experimentswe performed using
the latent-semantic kernel (Cristianini et al., 2001) and text data
fromhttp://www.cs.cmu.edu/~webkb/ (theWebKBdata). The SVM
was used as a benchmark. To run the SVM, we used the e1071
package in R (R Development Core Team, 2008), and assigned
different class weights to C1 and C0 — as is commonly done for
highly unbalanced problems.

5.1. The WebKB data

The WebKB data consist of 8282 web pages taken from various
universities in 1997. These web pages were manually classified
into 7 categories: staff, department, project, student, faculty,
course, and other. Before running our experiments, the following
preprocessing steps were taken:
(1) The web pages were first converted into plain text documents
using a freely available software, HTMLAsText (v1.05).

(2) From the plain text documents, a term-document matrix was
generated with a Matlab toolbox, TMG (Zeimpekis & Gallopou-
los, 2004), using the Porter stemming algorithm (Porter, 1980),
the common ‘‘tf-idf’’ weighting scheme (see, e.g., Salton &
Buckley, 1988), and a list of ‘‘stopwords’’ composed by theUni-
versity of Glasgow’s Information Retrieval Group.1

As a result of these preprocessing steps, some documents became
empty. For example, the program HTMLAsText could not process
non-HTML documents. The final term-document matrix we used
to perform our experiments consisted of 5893 documents (see
Table 1) indexed by 56,532 terms.

1 http://ir.dcs.gla.ac.uk/resources/linguistic_utils/stop_words.
5.2. The latent-semantic kernel

The latent-semantic kernel (Cristianini et al., 2001; Shawe-
Taylor & Cristianini, 2004) is essentially a simple inner-product
kernel in the feature space defined by the first few principal
components of the term-document matrix. The optimal number of
principal components to use depends on the specific problem at
hand. There are different heuristics for making this decision. Since
this was not a critical element for the purposes of our experiments,
we simply used the first 100 components to run both LAGO and
the SVM.

5.3. Results

Three rare-category detection experiments were conducted
using the WebKB data: staff (1.2%) versus all others, department
(3.0%) versus all others, and project (6.7%) versus all others. Each
experiment was repeated 25 times. Each time, we first divided
the data randomly2 into a training set (25%) and a test set (75%).
Only 25% of the data were used for training in order to create truly
difficult rare-target problems. We then performed 2-fold cross-
validation on the training set alone to select the tuning parameters
for both LAGO and the SVM. Finally, we evaluated the performance
of LAGO and the SVM on the test set, using the average precision
(AP) as the performance measure. The AP is widely used in the
information retrieval community to evaluate the effectiveness of
ranking algorithms (e.g., Deerwester, Dumais, Landauer, Furnas,
and Harshman (1990) and Peng, Schuurmans, and Wang (2003)).
Results from these experiments are displayed in Fig. 2. Despite all

2We did so using stratified sampling, that is, we randomly chose 25% from C1
and 25% from C0 to form the training set. This ensured that the ratio, |C1|/|C0|, was
kept the same in the training and test sets.

http://www.cs.cmu.edu/~webkb/
http://ir.dcs.gla.ac.uk/resources/linguistic_utils/stop_words
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Table 1
Summary of the WebKB data after the preprocessing steps

Category Number Percentage

Staff 74 1.2
Department 177 3.0
Project 396 6.7
Student 622 10.6
Faculty 631 10.7
Course 642 10.9
Other 3351 56.9
Total 5893 100.0

the shortcuts it takes, LAGO is easily seen here to be as effective
as the SVM for these rare-target problems. Quite often, it can be
evenmore effective than the SVM—most notably, the ‘‘department
versus all’’ experiment.

6. Summary

LAGO is an efficient rare-target learning algorithm that does
not require the use of any iterative optimization. Yet, it is
competitive against sophisticated algorithms such as the SVM.We
have provided a unified framework for LAGO and crystalized its
basic principle. Our enhanced understanding of LAGO has made it
possible for us to use LAGO with many domain-specific kernels,
thus greatly boosting its flexibility and practical applicability.
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