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Machine-learning algorithms such as the support vector
machine (e.g. , Cristianini and Shawe-Taylor[1]) and random
forest[2] are increasingly being used by chemists in the
pharmaceutical industry to build models for virtually
screening compounds and identifying potential targets for
drug development.[3–6] Bajorath[7] gave a comprehensive
review in 2002, and data mining for high-throughput
screening (HTS) data continues to be an active area of re-
search. However, concerns over the superiority of certain al-
gorithms are often misleading, as was broadly noted by
Hand.[8] We report a small, simple study to show that, for
these chemistry problems, the choice of the learning algo-
rithm can be far less important than the choice of the un-
derlying chemical space as defined by the predictors used
– note also that a vast array of chemical descriptors is avail-
able.[9]

A total of 1280 compounds were taken from Sigma-RBI’s
Library of Pharmacologically Active Compounds (LOPAC).
For each compound, we obtained two sets of predictors
and created six target labels. At the time this work was ini-
tiated, access to HTS data sets was relatively limited. Now,
large data sets are more readily available; see, for example,
a large data set, DUD, from the University of California, San
Francisco.[10]

For our experiments, two types of chemical descriptors
were used. The first predictor set contained 480 binary,
atom-pair predictors. The second predictor set contained 6
continuous predictors, consisting of a selected set of BCUT-
like descriptors based on the eigenvalues of the molecule’s
connectivity matrix (e.g. , Burden[11]). The molecular descrip-
tors were computed using PowerMV,[12] which can be freely
downloaded from the website, www.niss.org/PowerMV.
These descriptors are chemically opaque, but have been

successful in making chemical predictions. It is starting to
become recognized that data and methods useful for pre-
diction are not necessarily easily interpreted, and that easily
interpreted data and models can be less predictive; see, for
example, Shmueli’s recent article, “To Explain or to Pre-
dict?”.[13]

The 6 representative target labels (see Table 1) chosen
were binary indicators, 1/0, of whether a compound be-
longs to the adenosine, antibiotic, antibiotic-Cephamycin,
cholinergic, or the GABA class, and whether a compound is
a hormone.

For each target-label and predictor-set combination, we
evaluated 3 algorithms: support vector machine (SVM),
random forest (RF), and rank boost (RB). These algorithms
were selected for being representatives of two broad
classes of successful data-mining algorithms, respectively
known as kernel algorithms and ensemble algorithms.[14]

In particular, SVM is a prototypical kernel algorithm,
while RF and RB are prototypical ensemble algorithms. En-
sembles can be constructed either independently or se-
quentially. Among independently constructed ensembles,
bagging[15] and RF are perhaps the most well-known and
widely-used. Since bagging is special case of RF,[14] we con-
sidered RF only in our study. Sequentially constructed en-
sembles include various boosting algorithms.[16] The RB al-
gorithm[17] is a particular variation of boosting that is suita-
ble for ranking problems; below, we will say more about
why we have a ranking problem.

Altogether, a total of 36 experiments (all combinations of
6 targets, 2 predictor sets, and 3 algorithms) were per-

[a] S. S. Young
National Institute of Statistical Sciences
19 T. W. Alexander Drive, P. O. Box 14006, Research Triangle Park,
NC 27709-4006, USA
*e-mail : young@niss.org

[b] F. Yuan
Population Health Research Institute, McMaster Clinic, Hamilton
General Hospital
237 Barton Street East, Hamilton, Ontario, Canada L8L 2X2

[c] M. Zhu
Department of Statistics and Actuarial Science, University of
Waterloo
200 University Avenue West, Waterloo, Ontario, Canada N2L 3G1

Table 1. Number of compounds belonging to each target class.

Target label Yes No Total

Adenosine 57 1223 1280
Antibiotic 29 1251 1280
Antibiotic-Cephamycin 11 1269 1280
Cholinergic 77 1203 1280
GABA 42 1238 1280
Hormone 34 1246 1280
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formed. Each experiment consisted of 25 repeated runs. In
each run, the data set was first split randomly into two
halves. (Generally, only a very small fraction of the com-
pounds belong to any given class. Hence, when randomly
splitting the data into two halves, extra care was taken to
ensure that the resulting training and test sets were well
balanced. For example, suppose that only 30 (out of 1280)
compounds belong to a given class; call these compounds
“actives” and the remaining 1250 “inactives.” To ensure
good balance in such a situation, we would always ran-

domly sample 15 from the actives and 625 from the inac-
tives to form our training set and use the remainder as our
test set.) Each algorithm was trained on the first half (the
training set) and evaluated on the second half (the test
set).

A salient feature of this type of chemical screening prob-
lems is that the class labels are almost always highly unbal-
anced, i.e. , there are many more “no”s than “yes”s in the
data set (see Table 1). For such unbalanced problems, mis-
classification rate is not a good performance measure since,

Figure 1. Experimental results: box plots based on 25 repeated runs for each of the 36 experiments (all combinations of 6 targets, 2 pre-
dictor sets, and 3 algorithms). “SVM480” = using the support vector machine with 480 (binary, atom-pair) predictors; “RF6” = using the
random forest with 6 (continuous, BCUT-like) predictors; etc. Vertical axis = average precision (AP).
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by simply classifying everything into the majority class, one
can still achieve a very low misclassification rate. Instead,
we used a criterion called the average precision (AP) to
evaluate the algorithms’ performances.

The AP measures how effectively an algorithm is able to
rank the candidate items; an algorithm that ranks all the
“yes”s ahead of the “no”s will have AP = 1, whereas an algo-
rithm that ranks the candidates randomly will have AP =p,
where p is the fraction of “yes”s in the data set (see Zhu
et al. ,[18] Appendix A, for more details). In other words, the
higher the AP, the better. As a measure of ranking, the AP
is similar in spirit to the area under the receiver-operating
characteristic (ROC) curve.[19] However, the AP weighs the
initial part of the ROC curve more heavily[20] and is, there-
fore, a more suitable as well as practically more relevant
measure for highly unbalanced problems.

Results are displayed in Figure 1. One easily can see that,
for any given target-label and predictor-set combination,
the three algorithms’ performances were not statistically
different from one another. It was much more important to
use the “right” predictor set for predicting different targets
than to choose the “right” algorithm. For example, the
second predictor set (6 continuous, BCUT-like predictors)
was clearly more informative for predicting the adenosine
class, whereas the first predictor set (480 binary, atom-pair
predictors) was more informative for predicting the hor-
mone class, regardless of what algorithms were used.

Formal ANOVA results including all-way interactions
(Table 2) clearly show that the “target” main effect, the
“predictors” main effect, and the “target:predictors” interac-
tion effect are by far the most significant, while the “algo-
rithm” main effect is the least significant apart from the
“block” effect.

Our experiments confirmed the intuitive notion that cer-
tain chemical predictor sets contain more information
about whether a chemical compound has certain proper-
ties. This small experiment indicates that, in order to screen

chemical compounds for certain properties, it is much
more important to choose the “right” chemical predictor
set to match the target than to choose the “right” compu-
tational screening algorithm.

Our study is small by current standards and is dependent
on only the 1,280 compounds in LOPAC. The data mining
algorithms selected are favoured by researchers and, as
such, may be capturing most of the information contained
in the descriptors. Our result, that the choice of algorithms
makes relatively little difference when compared to the
choice of descriptors, is in line with Hand.[8] More automat-
ed methods for comparing algorithms and descriptors are
coming on line[21] and access to data sets is better than
before (e.g. , DUD[10]) so that, with some effort, our results
can and should be replicated with more compound sets
and more types of descriptors.

Additional Materials

Three data sets and a ReadMe file are deposited at dryad.-
org.
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